
Assessment

The course is worth 5 credit points.

Students will hand in individual written reports on

a case study concerning the material of the previous

week. The course is concluded by an exam.

Marks will be awarded for

∗ reports (25 %),

∗ exam (75 %).
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Course contents: spatially indexed data

Upon observing some spatially varying variable at fixed

locations, predict an underlying field, e.g. interpolation

of ore content based on measurements at conveniently

placed boreholes.

Visibility in metres recorded on January 23rd, 2017.
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Areal unit data

is collected in aggregated form as region counts or as a

discrete image. Typical examples include tomographic

scans, disease maps or yields in agricultural field trials.

Violent crime rates in the city of Coventry, UK, in inci-

dents / 1000 pop in 2014.
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Point process data

consist of a random number of points at random loca-

tions, possibly with additional marks attached. Typi-

cally they arise in forestry, microscopy or material sci-

ence.

Epicentres and magnitudes (1.5 or larger) of earth-

quakes in the Groningen gas field during 2014.
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The R package – origins

R is a free, open source implementation of the S

programming language created by John Chambers in

1976.

Most S (and New S, S-plus, S4) code can be run in R.
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The R package – creators and developers

R was created in 1992 by Ross Ihaka and Robert Gen-

tleman. The initial version was released in 1995, a

stable beta version in 2000.

R is being developed by the R Development Core

Team currently consisting of some twenty people in-

cluding John Chambers, Robert Gentleman, Ross Ihaka

and Brian Ripley.
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The R package – key features

R

• may be used as a calculator, graphical interface and

interactive tool for carrying out standard statistical

procedures;

• has a great many state of the art packages con-

tributed by prominent researchers;

• allows to write one’s own functions and even to load

C-code.
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Installation

To install R, visit

r-project.org

and select a version according to your operating system

(including Windows, Apple and Linux), either in binary

form or as a source. You will also find a manual entitled

An introduction to R.

To start, type R at the prompt (Linux) or double-click

the icon (Windows). A range of graphical user inter-

faces is available, Rstudio being a popular one.
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Getting help

help(glm)

displays the manual page for the function glm

help.search("linear models")

lists functions that may concern linear models

glm

shows the source code of the function glm.
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One may use the package for simple calculations, such

as

1 + 2

1 * 3

1/4

log(5)

which can be saved by

x <- log(5)

and viewed by typing x.
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Vectors and matrices – numeric vectors

R is at its most efficient for matrices. A numeric vector

can be created as follows

x <- c(1, 3, 5)

x <- 1:5

x <- seq(1, 5, by=0.5)

y <- rep(2, times=9)

with componentwise calculations taking the form

x + y

or x + 5.
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Vectors and matrices – other vectors

seasons <- c("Spring", "Summer", "Autumn", "Winter")

x <- ( seasons == "Spring" )

The logical operators

y <- (!x)

x & y

x | y

apply elementwise. Beware that

x && y

x || y

expect a single argument and ignore the rest!
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Vectors and matrices – matrices

Matrices may be created by

m <- matrix(1:6, nrow=3, ncol=4, byrow=TRUE)

To extract its elements, type m[1,] for the first row,

m[,2] for the second column and m[1,1] for a single en-

try. Do compare the two types of multiplication avail-

able

m %*% t(m)

and

m * m
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> m * m

[,1] [,2] [,3] [,4]

[1,] 1 4 9 16

[2,] 25 36 1 4

[3,] 9 16 25 36

is a pointwise product,

> m %*% t(m)

[,1] [,2] [,3]

[1,] 30 28 50

[2,] 28 66 56

[3,] 50 56 86

is the usual matrix product.
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Lists and data frames – lists

A list is a vector of complicated or different types of

data.

matprod1 <- m * m

matprod2 <- m %*% t(m)

prodlist <- list(Pointwise=matprod1, Matrix=matprod2)

To extract an element, type e.g. prodlist[1]. A list of

length 1 containing matprod1 is returned. To obtain the

object constituting a component, use e.g.

prodlist[[1]]

prodlist[["Pointwise"]]

prodlist$Pointwise
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Lists and data frames – data frames

A data.frame has a matrix like structure, but may con-

tain various types of non-numeric data, for example

d <- data.frame(student=c("Ann", "Bea"), mark=c(9,5),

stringsAsFactors=FALSE)

Elements may be extracted analogously to those of a

matrix: d[1,] or d[2,2].

Since a data frame is stored as a list of its columns, the

content of the first column may be extracted by d[,1]

or

d[[1]]

d[["student"]]

d$student
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Factors

In defining the data.frame d, we used the argument

stringsAsFactors=FALSE since R treats strings and fac-

tors differently.

A factor represents a finite number of different cate-

gories

seasons <- factor(seasons)

The categories are known as the levels of the factor

and are retrieved by

levels(seasons)
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Internally, factors are stored as a vector of numbers

> as.integer(seasons)

[1] 2 3 1 4

based on the alphabetical order of the level names.

Arithmetic, however, does not apply to factors!
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Input and output

The functions read.table and write.table can be used

to i/o a data.frame or matrix.

x <- data.frame(a = "pi = ", b = pi)

write.table(x, file = "pi.csv", sep = ",")

read.table("pi.csv", header = TRUE, sep = ",")

m <- matrix(1:6, nrow=3, ncol=4, byrow=TRUE)

write.table(m, file = "matrix.txt", sep = " ",

row.names = FALSE, col.names = FALSE)

matrix(scan("matrix.txt"), ncol=4, byrow=TRUE)
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Functions

There are many, many predefined functions in R and

help files are available for most of them. One may also

write one’s own function

mytan <- function(x)

{

e <- 0.001

if( x > 0.5 * pi - e ) { stop("out of range") }

if( x < - 0.5 * pi + e ) { stop("out of range") }

return( sin(x) / cos(x) )

}

which can be seen by typing mytan and used, e.g. by

typing mytan(0.1).
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Packages are found at cran.r-project.org.

Install from within R by typing

install.packages("spatstat")

Select a mirror site. After installation, the package can

be included into the current R-session by typing

library("spatstat")

The latter must be repeated every time a session is

started. Install packages anew once every three to six

months as new versions become available.
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Gstat: Spatial and spatio-temporal geostatistical mod-

elling, prediction and simulation.

Created by Edzer Pebesma, code written by Edzer Pe-

besma and Benedikt Graeler.
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Spatstat: Spatial point pattern analysis, model-fitting,

simulation, tests.

Created by Adrian Baddeley and Rolf Turner, code writ-

ten by Adrian Baddeley, Ege Rubak, Rolf Turner and

many others including the lecturer.
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Data structures used in gstat

Gstat takes spatial data given as a data.frame and uses

the function coordinates from the package sp to format

it as a SpatialPointsDataFrame.

library(sp)

data(meuse)

> names(meuse)

[1] "x" "y" "cadmium" "copper"

"lead" "zinc" "elev"

[8] "dist" "om" "ffreq" "soil"

"lime" "landuse" "dist.m"
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Data structure: SpatialPointsDataFrame

coordinates(meuse) <- c("x", "y")

The right hand side specifies which columns are the

spatial coordinates. Taylor-made plotting functions

plot(meuse)

bubble(meuse, "zinc")

can then be used.
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zinc

113
198
326
674.5
1839
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Data structure: SpatialPixelsDataFrame

data(meuse.grid)

coordinates(meuse.grid) <- c("x", "y")

contains the coordinates of a regular grid. The com-

mand

gridded(meuse.grid) <- TRUE

can be used to transform a SpatialPointsDataFrame to

a SpatialPixelsDataFrame.
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> names(meuse.grid)

[1] "part.a" "part.b" "dist" "soil" "ffreq"

Taylor-made plotting functions

image( meuse.grid["dist"] )

spplot( meuse.grid["dist"] )

can then be used, the first from gstat, the latter from

sp. They differ in colour map and default settings of

graphical parameters. Factors such as soil type can also

be plotted this way.
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Left: image. Right: spplot.
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Data structure: SpatialGridDataFrame

A SpatialPixelsDataFrame is a subset of a pixellated

image, containing the grid, but not necessarily all the

pixel values.

To include all pixel values, the SpatialGridDataFrame

may be used.

meuse.partB <- as(meuse.grid["part.b"],

"SpatialGridDataFrame")

meuse.im <- as(meuse.grid, "SpatialGridDataFrame")

spplot( meuse.partB, col.regions=bpy.colors(10) )

spplot( meuse.im )
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The blue-pink-yellow colour scheme with 10 colours is

used as it projects better than black - yellow.
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Data structures used in spatstat

The basic data structure is a ppp. It contains

• two vectors (x and y) for the point coordinates;

• an integer n for the number of points;

• an object of class owin for the observation window,

and optionally

• marks for additional information carried at the points.
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Data structure: owin

An object of class owin can be a rectangle, a disc, a

region with a polygonal boundary, or a mask.

To create [0,1]× [2,3], type

owin( c(0,1), c(2,3) )

as.owin( c(0,1,2,3) )

whereas square( c(0,1) ) creates the unit square,

disc( radius=1, centre=c(0,0) )

the unit disc.
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Owin – Polygonal window

A single polygon is created by specifying the coordi-

nates of its vertices traversed anti-clockwise by means

of

• a matrix or data frame with two columns;

• a list with components x and y.

For several polygons, use a list whose components de-

fine a single polygon by a matrix, data frame or list,

e.g.

Triangle <- owin( poly=list(

list( x=c(0,6,0), y=c(0,0,6) ),

list( x=c(1,3.5,1), y=c(3.5,1,1) ) ) )

The hole is traversed clockwise.
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Input/output for polygonal windows

The data frame can be read from a file using read.table.

Reversely, a polygonal window can be converted to a

data frame

> as.data.frame(Triangle)

x y id sign

1 0.0 6.0 1 1

2 0.0 0.0 1 1

3 6.0 0.0 1 1

4 1.0 1.0 2 -1

5 1.0 3.5 2 -1

6 3.5 1.0 2 -1

38



Owin – SpatialGridDataFrame mask

mask <- data.frame( cbind( coordinates(meuse.partB),

as.logical(meuse.partB[["part.b"]]) ) )

W <- as.owin(mask)

plot(W)
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Marked point patterns – numerical marks

A mark is an additional attribute of a point in a pattern.

To generate uniformly distributed points in [0,1]2 with

a random time stamp in [0,10], type

x <- runif(n=50, min=0, max=1)

y <- runif(n=50, min=0, max=1)

time <- 10 * runif(50)

X <- ppp( x, y, window=owin( c(0,1), c(0,1) ),

marks=time )
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Marked point patterns – type marks

Categorical marks need to be factors.

label <- sample(1:2, size=50, replace=TRUE)

label <- factor(label, levels=1:2)

X <- ppp( x,y, window=owin( c(0,1), c(0,1) ),

marks=label )

  X

2

4

6

8

  X

2

1
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Other useful packages

• maptools converts between different data structures

• spatial was the first package, written by Ripley

• splancs

• ads

• geoR

• fields simulates Gaussian random fields

• ks kernel smoothing procedures

• ...

Refer to the task view page for Analysis of Spatial

Data on cran.r-project.org for the current list.
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Formula’s

The formula

y ~ x

means that response y depends on explanatory vari-

able x.

The main use of formula’s is to specify a statistical

model, for example a linear model.
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Regression models

Yi = α+ βxi + Ei, i = 1, . . . , n,

where α and β are real parameters, xi is the explanatory

variable, and Ei is white noise.

This model is fitted by the formula

lm(y ~ x) or lm(y ~ 1 + x)

The symbol + adds terms, the symbol - removes them.

For example,

lm(y ~ x - 1)

fits a model without the intercept, i.e. α = 0.
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Regression – example

A lecturer is interested in predicting final marks y based
on those obtained in a mid-term report x

x 7.7 5.0 7.1 7.2 8.1 9.4 9.6 9.9 6.7

y 8.2 6.6 7.8 3.4 4.7 8.5 9.9 9.9 6.8

5 6 7 8 9 10

4
5

6
7

8
9

1
0

x

y

Red: α = 0, β̂ = 0.9253. Blue: α̂ = 1.2062, β̂ = 0.7771
(Walpole et al.)
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Linear models – offset and categorical covariates

The model may also include an offset A(x)

Yi = A(xi) + βxi +Ei, i = 1, . . . , n

To fit this model, use the command

lm( y ~ offset(A(x)) + x - 1 )

If the explanatory variable is a factor, say with two

levels, the model

Yi = α+ βxi +Ei, i = 1, . . . , n,

is over-parametrised: there are 3 parameters but two

values, α+ β1 and α+ β2.

The default in R is to set β1 to zero.
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Building complex models: Interaction

In a model with two explanatory variables, x and z, there

is interaction if the effect of a change in x depends on

the value of z and vice versa. Interaction is expressed

in R by the formula

y ~ x * z

which is a shorthand for the formula

y ~ 1 + x + z + x:z
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Interaction – real and categorical covariates

For a real explanatory variable,

Yi = α+ β(1)xi + β(2)zi + γxizi +Ei

for categorical ones

Yi = α+ β
(1)
xi + β

(2)
zi + γxi,zi + Ei

(again overparametrised).

The interaction between a real and categorical explana-

tory variable takes the form

Yi = α+ β(1)xi + β
(2)
zi + γzixi + Ei
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Example – two factor covariates (Box)

A bearing manufacturer wants to investigate the ef-

fect of heat treatment and outer ring osculation on the

bearing life.

With two settings for each factor (‘-’ being the standard

one), take 2 measurements for each combination.

Osculation Osculation
- +

Heat
- 17, 19 21, 25

Heat
+ 16, 26 85, 128
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Box example (ctd)

Changing the standard setting for each variable sepa-

rately does not make a lot of difference to the bearing

(lager in Dutch) life, changing them simultaneously

does.

> lm(formula = life ~ os * heat, data = bearing)

Call:

lm(formula = life ~ os * heat, data = bearing)

Coefficients:

(Intercept) os1 heat1 os1:heat1

18.0 5.0 3.0 80.5
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